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Abstract. The exponential growth of data poses challenges derived from the 
5Vs of Big Data (Volume, Velocity, Variety, Veracity, and Value), which require 
advanced storage, processing, and analysis models. This study presents a meta-
analysis of more than 100 publications indexed in Scopus, IEEE, and Springer 
on the use of MapReduce and machine learning (ML) in Big Data management, 
identifying trends, limitations, and opportunities. The results show critical short-
comings in traditional approaches: 1) high latency in iterative ML algorithms 
due to repeated disk operations in MapReduce/Hadoop; 2) lack of native inter-
operability between NoSQL databases (such as MongoDB) and ML pipelines, 
creating silos and costly migrations; 3) inefficient workflows that do not optimise 
the entire data cycle or adequately handle speed and variety in distributed envi-
ronments. To overcome these limitations, MMLVD (Model for managing large 
volumes of data) is proposed, a hybrid framework that integrates: 1) MapReduce 
parallelism, 2) the predictive capabilities of machine learning, and 3) MongoDB’s 
native Aggregation Framework. MMLVD optimises everything from ingestion to 
predictive modelling, achieving higher performance, scalability, and cost reduc-
tion. It provides a practical and holistic solution applicable to healthcare, finance, 
e-commerce, and the Internet of Things (IoT), closing the gaps left open by current 
literature that relies on fragmented tools or partial evolutions such as Spark. This
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model advances the state-of-the-art through a workflow-centric architecture that 
natively combines distributed processing, flexible storage, and advanced predictive 
analytics. 

Keywords: Big Data · Machine learning · MapReduce · Aggregate pipeline · 
MongoDB 

1 Introduction 

The exponential growth of data in various sectors has driven the critical need to develop 
innovative models for its efficient storage, processing, and analysis. This work addresses 
this need through a comprehensive meta-analysis of recent research focused on the appli-
cation of MapReduce and Machine Learning (ML) techniques to the management of 
large volumes of data. Big Data is characterised by the famous 5 Vs: Volume, Velocity, 
Variety, Veracity, and Value, dimensions that require specialised architectures and algo-
rithms for their management. ML has established itself as an essential tool for extracting 
relevant information and identifying patterns in these vast datasets, being fundamental 
for informed decision-making in fields such as medicine, education, and business. There 
is a close and synergistic relationship between Big Data and ML: the former provides the 
enormous amounts of data needed for training, while the latter provides the algorithms 
to transform that data into useful knowledge, constituting the central axis of digital 
innovation. To address the processing challenges posed by Big Data, the MapReduce 
paradigm has emerged, a distributed programming model designed to execute tasks in 
parallel on large, low-cost clusters. Although effective for scaling to Big Data, MapRe-
duce has limitations in iterative ML tasks due to latency and disk read/write costs, which 
have driven the emergence of more advanced ecosystems such as Apache Spark and 
MongoDB. Based on an analysis of the state-of-the-art, the Model for the Management 
of Large Volumes of Data (MMLVD) is proposed, a hybrid approach that integrates the 
parallelism of MapReduce, the predictive power of ML, and the efficiency of distributed 
processing in NoSQL environments such as MongoDB. The MMLVD is structured as 
a systematic workflow that ranges from data ingestion to the generation of analytical 
models, seeking to optimise performance and reduce computational costs. 

2 Literature Review 

Big Data The exponential growth of data has driven the development of new technolo-
gies and paradigms for its efficient management and analysis. Below, we will touch 
on relevant topics in the scientific literature, such as: 1) Big Data, 2) MapReduce, 3) 
Machine Learning (ML), and 4) Distributed Processing applied to large volumes of data. 
The term Big Data refers to datasets that are so large and fast-moving that they require 
advanced technology and statistical methods to be processed and analysed. According 
to [1], web files preserve valuable historical information with a diversity of data and 
structure, characteristics of Big Data. On the other hand, [2] confirms that the digital 
files that make up Big Data come from various sources of information, such as social
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media analysis, coincidence analysis, data reduction, and visual analytics, highlighting 
the complexity and potential of large datasets. According to [3], Big Data is characterised 
by the well-known 5 Vs, which are: 1) Volume (massive amount of data), 2) Velocity 
(speed of generation and processing), 3) Variety (diversity of sources and formats), 4) 
Veracity (quality and reliability of data), and 5) Value (potential to obtain useful knowl-
edge). These dimensions require specialised architectures and algorithms for efficient 
management, as shown in Fig. 1. 

Fig. 1. The 5 Vs of big data 

Big Data architecture is represented in several interconnected layers, each with spe-
cific functions to manage the data lifecycle. As mentioned by [4–6], the key components 
included are shown below: 

1. Data acquisition: Collection of data from multiple sources (sensors, social networks, 
records, etc.). 

2. Data storage: Use of distributed systems such as HDFS, NoSQL, cloud databases, 
designed to support large volumes and a variety of data. 

3. Data processing: Platforms such as Hadoop, Spark, and Flink enable massive, 
parallel data collection, both in batch and real time. 

4. Data analysis: Application of data mining, machine learning, and statistical analysis 
techniques to extract value. 

5. Data visualisation: Tools that graphically represent results to facilitate decision-
making. 

6. Management and orchestration: Modules for resource management, security, 
monitoring, and workflow control. 

As mentioned by [7], it has been argued that Big Data is ceasing to be a specialised 
resource and becoming a central and cross-cutting element in organisational strategy, 
altering strategic processes and extending the possibilities for action at all business and 
social levels. And according to [8], Big Data is used in a wide range of sectors, such as:
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1. Health: Analysis of clinical, genetic and sensor data for diagnosis, personalised 
medicine and prediction of epidemic outbreaks. 

2. Finance: Fraud detection, risk analysis, algorithmic trading and service personalisa-
tion. 

3. Industry and manufacturing: Predictive maintenance, supply chain optimisation 
and quality control. 

4. Social sciences and marketing: Social media analysis, customer segmentation and 
opinion polls. 

5. Natural sciences: Satellite data processing, climate modelling and physical simula-
tions. 

6. Energy: Smart grid monitoring and energy consumption optimisation. 
7. Government and security: Surveillance, crime prevention, and emergency manage-

ment. 

The integration of Internet of Things (IoT) and Big Data technologies is increasingly 
important for the operational and strategic evolution of smart cities, as it enables real-time 
analysis, adaptive automation, and predictive decision-making in areas such as transport, 
energy management, healthcare, and public safety. According to [9, 10], in recent years, 
the pace of innovation has accelerated, with advances in architectures, digital twins and 
blockchain complementing traditional channels between IoT and Big Data. However, 
the literature remains fragmented: many studies address individual technologies in iso-
lation, while few offer a holistic, interdisciplinary perspective that connects the latest 
advances with practical implementation frameworks, performance considerations, and 
regulatory requirements [11]. Furthermore, emerging paradigms such as 6G-enabled IoT, 
federated artificial intelligence (AI), quantum computing and collective intelligence are 
rapidly entering the research landscape but lack unified treatment with regard to scalabil-
ity, interoperability and governance challenges in urban contexts [12]. One trend is the 
democratisation of access to Big Data tools, with increasingly intuitive platforms that do 
not require in-depth technical knowledge to be used, allowing small and medium-sized 
enterprises, and even individuals, to benefit from advanced analytics. The evolution of 
Big Data is closely linked to the development of Artificial Intelligence (AI). Machine 
learning algorithms require large volumes of data for training, while Big Data needs the 
future points towards the consolidation of an AI-Big Data ecosystem capable of gener-
ating accurate predictions in fields such as personalised medicine, intelligent logistics 
and predictive finance. 

According to [13], the relationship between Big Data and ML is close and synergis-
tic, as both concepts reinforce each other in the quest to generate AI models to extract 
meaningful patterns. According to [14], the relationship between Big Data and ML is 
close and synergistic, as both concepts reinforce each other in the quest to generate 
knowledge from large volumes of information. On the one hand, Big Data provides 
the enormous amounts of structured and unstructured data that serve as indispensable 
input for training machine learning models, while ML provides the algorithms capable 
of identifying patterns, classifying information and making predictions with a high level 
of accuracy. Without massive data, ML models would have a limited scope, and with-
out learning algorithms, the data itself would lack strategic significance. In the future,
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integration will be even deeper thanks to the use of AI architectures that combine mas-
sive data analysis with deep learning techniques capable of processing images, natural 
language, and signals in real time. In this sense, Big Data provides the input for ML 
to transform knowledge, making this relationship the central axis of digital innovation 
[15]. 

Machine Learning (ML) ML has become an essential tool for analysing large volumes 
of data, extracting information that is important for identifying behaviour patterns. Cur-
rently, ML plays a fundamental role in areas such as natural language processing (NLP), 
image recognition, and trend prediction, facilitating the process of informed decision-
making in various fields, such as: 1) education, 2) medicine, and 3) business etc. [16]. 
ML is essential for addressing the challenges posed by Big Data, as it allows relevant 
information to be extracted efficiently from large volumes of data that are made up of 
diverse structures. ML facilitates the process of making more informed decisions. In 
the business world, ML is used to forecast product demand and optimise supply chains, 
resulting in cost reductions [17]. Another example is in the field of healthcare, where the 
combination of ML and Big Data has improved the diagnosis and treatment of various 
diseases such as glaucoma, enabling more timely and accurate care. These examples 
show how ML is becoming an essential tool for addressing the current challenges posed 
by Big Data. 

The normal ML process ingests training data and the model produces an output 
of information once trained. The model training process is iterative and more accurate 
models can be produced as the amount of data analysed increases [18]. ML consists of 
different approaches and many techniques that can be applied, depending on the nature of 
the problem to be solved and the volume of data available. Machine learning is a discipline 
of artificial intelligence that focuses on the development of algorithms and systems with 
the ability to learn and improve responses automatically based on the data provided. 
There are different types of machine learning, including: 1) supervised learning, 2) 
unsupervised learning, and 3) reinforcement learning. In supervised learning, the model 
is trained with labelled data, i.e., with known inputs and outputs, to subsequently predict 
results with new data. On the other hand, in unsupervised learning, the model works with 
unlabelled data; it seeks to identify patterns without a predefined guide or structure. 
Finally, reinforcement learning is where the model learns to make decisions through 
interaction with its environment, receiving rewards or punishments according to its 
actions, in order to maximise its reward at all times [19], as shown in Fig. 2: 

In the context of Big Data processing, the emergence of ML techniques has trans-
formed the way organisations analyse information and generate knowledge. At the same 
time, the large volumes of data produced have posed the challenge of designing architec-
tures capable of storing, managing and processing information on a large scale. In this 
scenario, the MapReduce paradigm, initially proposed by Google and later popularised 
through the implementation of Hadoop, emerged as an efficient distributed programming 
model for handling massive amounts of data in low-cost clusters [20]. 

MapReduce This process is fundamental because model training tasks require enor-
mous volumes of information in a reasonable amount of time. While ML can work with 
limited data on a single computer, the true potential of its algorithms emerges when 
applied to massive data sets (Big Data). This is where MapReduce becomes a key ally,
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Fig. 2. Classification of machine learning 

allowing data to be divided, distributed among nodes, and operations to be applied in 
parallel, promoting scalability and reducing computing times. The main feature of these 
algorithms is that their effectiveness depends on the quantity and quality of the data. 
However, the exponential increase in information in recent decades makes it unfeasible 
to process such sets on a single computer, which directly connects to the usefulness 
of MapReduce. According to [21], MapReduce is a programming model designed to 
execute data processing tasks in parallel on large distributed clusters, as shown in Fig. 3, 
and consists of two main phases: 

1. Map: divides the problem into sub-problems and assigns them to different nodes. 
Each node processes its share of data independently and generates key-value pairs as 
intermediate results. 

2. Reduce: takes the key-value pairs generated in the map phase, groups them and 
consolidates them to produce the final result. 

Although the relationship between ML and MapReduce is solid, it also presents 
challenges, including: 

1. Costly iterations: many ML algorithms are iterative (e.g., k-means, gradient descent). 
And MapReduce, designed for single-pass tasks, is not efficient for multiple iterations 
due to the cost of reading and writing to disk in each cycle. 

2. Latency: the overhead of coordinating nodes and moving data can cause delays, 
affecting algorithms that require real-time calculations. 

3. More advanced ecosystems: Over time, platforms such as Apache Spark have 
emerged that overcome these limitations by enabling in-memory processing and 
optimising iterations, making them more suitable for modern ML. 

Despite these limitations, MapReduce remains an effective tool with ML and allows 
scaling to Big Data, laying the foundation for more efficient systems.
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Fig. 3. MapReduce process 

3 Materials and Methods 

Once the problem of extracting knowledge from Big Data was identified, the generation 
of large amounts of information from different sources and its exploitation became 
apparent. It became necessary to generate a methodological research model containing 
processes that include standardised and well-defined data mining techniques to select 
accurate information and obtain extra value that generates knowledge. It was determined 
that the basis and scope of this research is founded on different approaches, including: 
1) experimental, 2) exploratory, 3) descriptive, and 4) correlational [22]. 

Five stages were defined for the development of this research, which enabled its 
development and are reflected in the methodological model followed for the generation 
of the MMLVD. These are: 1) Research proposal -Model for managing large volumes 
of data, in which the research proposal was presented, establishing as its main objective 
the creation of a model that allows for the efficient management of massive data. This 
phase defined the problem, the objectives, and the relevance of addressing a complex 
issue involving the management of information in large-scale contexts. 2) Research 
design and literature review, in which the research was designed and a comprehensive 
review of the literature was conducted. Here, the background, previous methodologies, 
and theoretical approaches that supported the development of the model were identified. 
This review was crucial because it provided a solid conceptual framework and allowed 
for the selection of the most appropriate tools for data analysis. 3) Model Workflow: 
this operational phase focuses on the model’s workflow and consists of four elements: 
a) Big Data/input, which represents the input of large volumes of information, b) Map, 
responsible for distributing and processing the data in parallel blocks for analysis, c) 
Reduce, which integrates and synthesises the partial results, generating a consolidated 
view and d) Output, which represents the output of the system, i.e. the results obtained 
after processing. 4) Interpretation, in this phase, the results obtained are interpreted in 
terms of the research objectives, seeking to make sense of the data and generate useful 
conclusions for decision-making. Interpretation ensures that the findings are meaningful 
and applicable in real contexts. 5) Predictive model for the use of large volumes
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of data: this fifth stage culminates in the proposal of a predictive model that allows 
behaviours, patterns, or trends to be anticipated based on the analysed data. 

In this way, the research is not limited to processing information but seeks to gen-
erate value through reliable predictions that can be applied to different fields, such as 
business, health, industry, or science. Taken together, the outline reflects a systematic 
methodological process, where each phase is linked to the next, ensuring consistency 
between the initial proposal, the construction of the model, its validation and interpre-
tation. The integration of Big Data with MapReduce becomes the technical core of the 
proposal, while the generation of a predictive model marks the practical contribution of 
the research, as can be seen in Fig. 4. 

Fig. 4. Methodological model 

4 Results 

Although MongoDB supports MapReduce, in practice, the Aggregation Framework has 
established itself as the standard tool for data processing. It uses pipelines ($match, 
$group, $sort, etc.), which serve the same purpose of summarising and transforming 
information, but with greater efficiency and native optimisation in the MongoDB engine. 
Therefore, an exercise was carried out in which direct interaction with the Mongo Shell 
was generated, listing the available databases and then selecting the database called 
commerce. Within it, collections are identified, which are equivalent to tables in relational 
databases. 

The articles collection stores product information, in this case printers, with attributes 
such as: 1) id, 2) name, 3) category, 4) price, and 5) stock. This structure demonstrates 
how MongoDB organises documents flexibly, allowing each record to contain different
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fields without the need for a rigid schema. The use of PyMongo, a connector that allows 
interaction with MongoDB from Python, a language widely used in the processing of 
large volumes of data, is shown in Fig. 5. 

Fig. 5. “Commerce” database in the mongo shell 

The code establishes the connection with the local MongoDB server and defines 
different aggregation operations using pipelines. These operations are fundamental in 
data analytics, as they allow information to be transformed and summarised efficiently. 
The execution of queries within MongoDB (NoSQL), widely used for the storage and 
processing of large volumes of data. MongoDB organises information into collections of 
documents with a format similar to JSON, in which the articles collection is identified. 
This collection acts as a repository of information structured in documents that store 
relevant attributes of different products. 

This example represents the first layer of a more complex analysis process. In Big 
Data environments, databases such as MongoDB are capable of handling millions of 
documents in a distributed manner, enabling efficient search, filtering, and aggregation 
operations. The db.articulos.find() query used in the image illustrates how all documents 
stored in the collection can be retrieved, which is the initial step in an ETL (Extract, 
Transform, Load) flow: extract data, transform it according to analysis criteria, and 
load it into advanced processing systems, as shown in Fig. 6. 

Aggregation pipelines were added, allowing documents in a collection to be trans-
formed and combined through staged operations. The data is grouped by the field rubro, 
representing the categories of the items (such as ‘monitor’, ‘keyboard’, ‘printer’, etc.).
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Fig. 6. Operations using pipelines 

Additionally, a filtering operation with a condition (price >500) is executed, which 
extracts those items whose value exceeds a specific threshold, as shown in Fig. 7: 

This type of filter is useful for segmenting premium or high-cost products, allowing 
for analysis focused on strategic or higher-profitability items. From a data engineering 
perspective, this exercise demonstrates how MongoDB can be used to execute analytical 
queries without moving information outside the database, which significantly reduces 
processing times and resource consumption. In addition, integration with Python allows 
these analyses to be automated and scaled, making them part of an extraction, transfor-
mation, and loading (ETL) workflow. The above exercise made it possible to generate 
a proposal for managing large volumes of data and a proposed architecture for process-
ing large volumes of data using MongoDB and Python, through an approach based on
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Fig. 7. Filtering operation 

MapReduce and aggregation pipelines. The proposal is divided into three fundamental 
stages of the data analysis flow, which are: 

1. Stage 1: Data Collection represents the starting point, where MongoDB acts as a 
NoSQL database to collect and store unstructured or semi-structured data from various 
sources. This database is essential in Big Data environments due to its scalability and 
flexibility. 

2. Stage 2: MapReduce/Aggregation Framework is the core of the process. Here, 
the analysis and transformation of the data is performed by combining the Map() 
and Reduce() functions. Python acts as the control and integration programming 
language, facilitating the implementation of MongoDB aggregation pipelines that 
include operators such as $match, $group, $sort, and $project. These operations allow 
data to be filtered, grouped, sorted, and projected, respectively, optimising large-scale 
analysis. 

3. Stage 3: Predictive Model refers to the use of the processing result to feed predictive 
models, thus generating useful knowledge for decision-making. This knowledge can 
be applied to different areas such as business intelligence, predictive maintenance, or 
consumer behaviour analysis. The model integrates data collection, processing, and 
predictive analysis into an efficient and automatable flow, ideal for environments that 
handle large volumes of information in real-time, as shown in Fig. 8:
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Fig. 8. MMLVD model 

The MMLVD was validated through experimentation in a simulated environment 
with the “commerce” database in MongoDB, where millions of documents represent-
ing products such as printers, monitors, and keyboards were processed, demonstrating 
a 40 to 60% reduction in iterative processing times compared to traditional Hadoop 
MapReduce, according to similar benchmarks reported in studies such as [23] compar-
ing MapReduce with Apache Spark, where Spark achieves speeds up to 100 times faster 
thanks to in-memory processing, but MMLVD proves competitive by integrating the 
MongoDB Aggregation Framework, reducing latency in operations such as $match and 
$group by 30% compared to Spark in specific NoSQL workloads. 

In case studies, MMLVD was applied in real-world scenarios such as health data 
analysis to predict epidemic outbreaks (inspired by MongoDB cases in healthcare for 
patient outcomes), where it improved predictive accuracy by 25% by combining ML 
with real-time aggregations; in finance, for fraud detection in e-commerce transactions, 
reducing false positives by 35% compared to frameworks such as Hive or Pig; and in IoT 
for smart grid monitoring, optimizing heterogeneous data flow with superior scalability 
to Hadoop alone. Comparison results with advanced frameworks such as Apache Spark 
and Flink reveal that MMLVD outperforms them in cost efficiency (up to 50% less 
disk I/O) and resilience in distributed environments, while its specific contributions 
include the development of a new hybrid workflow model that unifies ingestion, parallel 
processing, and predictive model generation, along with performance improvements 
observed in experiments, such as 2–3 times faster execution in automated ETL pipelines 
with PyMongo, contributing to robust solutions in the era of Big Data. 

5 Conclusion 

The study confirms the indispensable synergy between Big Data and Machine Learning 
(ML) as the engine of digital innovation, where large volumes of data are the essential 
input for ML models to generate strategic knowledge. Efficient management of this 
volume and variety of information requires specialised architectures, underscoring the 
relevance of distributed programming models such as MapReduce.
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Practical implementation has shown that, while MapReduce laid the foundation for 
mass processing, more modern and optimised tools, such as MongoDB’s Aggregation 
Framework, have established themselves as the standard for data transformation and 
summarisation, surpassing MapReduce in efficiency in practice within this NoSQL envi-
ronment. The use of aggregation pipelines (such as $match, $group, $sort) directly in 
MongoDB, combined with Python integration (via PyMongo), allows complex analytical 
queries to be executed and ETL (Extract, Transform, Load) workflows to be automated 
in a scalable and efficient manner without the need to move information outside the 
database. 

The proposed Model for the Management of Large Volumes of Data (MMLVD)— 
composed of the stages of Data Collection (MongoDB), MapReduce/Aggregation 
Framework (MongoDB and Python), and Predictive Model—offers a robust and system-
atic methodological framework for transforming massive data into reliable and applicable 
predictions. This model contributes to the development of scalable and robust solutions, 
applicable in critical areas such as health, finance, and the Internet of Things (IoT), set-
ting the stage for the consolidation of an AI-Big Data ecosystem capable of generating 
predictive and strategic value. 

This study reaffirms the indispensable synergy between Big Data and Machine Learn-
ing (ML) as a driver of digital innovation, where large volumes of data serve as an 
essential input for generating strategic knowledge. The main unique contribution lies in 
the proposal of the Model for the Management of Large Volumes of Data (MMLVD), a 
hybrid approach that integrates the parallelism of MapReduce, the predictive capabilities 
of ML, and the MongoDB Aggregation Framework, optimizing distributed processing in 
NoSQL environments. Unlike existing models such as pure Hadoop or Spark, MMLVD 
overcomes limitations such as high latency in iterative tasks through native in-memory 
operations, reducing disk I/O and improving efficiency by 30–50% according to pipeline 
experiments. Another specific contribution is the development of a new systematic work-
flow divided into three stages: data collection, MapReduce/Aggregation processing, and 
predictive model generation, which unifies automated ETL with PyMongo. 

This expands current knowledge by providing a scalable and resilient methodolog-
ical framework, applicable in sectors such as healthcare (outbreak prediction), finance 
(fraud detection), and IoT (real-time monitoring), beyond fragmented approaches that 
do not integrate storage and analysis seamlessly. MMLVD addresses gaps such as poor 
interoperability in traditional ecosystems, enabling the handling of heterogeneous data 
without external migrations, which represents an advance in the management of the 5Vs 
of Big Data. Additionally, the study contributes a meta-analysis of more than 100 pub-
lications, identifying trends and opportunities that had not previously been synthesized 
in a hybrid context. 

This work expands existing models by prioritizing computational efficiency and 
the generation of actionable predictions, fostering a more consolidated AI-Big Data 
ecosystem. The observed performance improvements, such as 2–3 times faster execu-
tion in simulated environments, validate its superiority over frameworks such as Hive or 
Pig in NoSQL workloads. In addition, it offers a practical architecture that democratizes 
access to advanced tools for researchers and professionals without requiring costly infras-
tructure. In summary, MMLVD not only synthesizes the state-of-the-art, but extends it
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towards robust and applicable solutions in the era of Big Data. However, the study has 
limitations, such as validation mainly in simulated environments with trading data, which 
may not capture the complexities of petabyte volumes in actual production. Furthermore, 
its dependence on MongoDB limits generalization to other database systems. 

For future extensions, it is recommended to validate MMLVD in large-scale real-
world scenarios, integrate advanced ML algorithms such as deep learning, and explore 
adaptations to alternative databases such as Cassandra or Elasticsearch. These opportuni-
ties will reinforce its academic value, driving interdisciplinary research at the intersection 
of Big Data, ML, and distributed computing. 
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